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Overview

Message: Develop and implement a criterion to diagnose
spatial aggregation error that can facilitate the choice of
regionalizations of spatial data.
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I The Ecological Fallacy, Modifiable Areal Unit Problem

(MAUP), and Change of Support

I Methodology
I Multiscale K-L Expansion
I Criterion for Spatial Aggregation Error (CAGE)
I Regionalization Algorithm
I Parameterizing Multiscale Eigenfunctions
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I Examples
I American Community Survey (ACS) Examples
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Overview

I There are many situations in socio-economic demographic
and environmental data analysis in which the data come
at various levels of support across space.

I It is often advantageous to consider a different level of
support for the associated spatial process in order to
facilitate inference and prediction.

I There is a lack of statistical methodology to evaluate
aggregation error or optimally choose spatial supports
(i.e., regions) given the observations and their uncertainty.

I We develop one such (simple) methodology.



Motivating Example: American Community Survey (ACS)

I The ACS is an ongoing US survey that releases data annually,
providing communities with the timely information needed to
plan the distribution of resources; it replaced the decennial
census long form in 2010.

I The publicly released ACS data have a unique structure,
comprised of rolling multi-year estimates (MYEs). That is,
ACS estimates constitute an average of specified
characteristics of pre-specified spatial areas over 1-, 3-, and
5-year periods, rather than representing a point in time.

I The increased data frequency comes at the cost of increased
uncertainty in the estimates; it is not unusual that the margin
of error is larger than the estimate!

I Thus, one either has to give up detail on the information for
given scales of resolution (e.g., census blocks) or combine
these areas into larger regions (i.e., regionalization).



Motivating Example: ACS (cont.)

Example Groupings

Example Groupings
?	  

?	  

Aus$n	  Area	  Census	  
Tracks:	  ACS	  5-‐yr	  
(2009-‐2013)	  Es$mate	  
Percent	  Below	  Poverty	  
Threshold	  

(a) Census Tracts Near Austin TX



Motivating Example: ACS (cont.)

Aggregation Issues (from Figure 1 of Spielman and Folch, 2014):



Motivating Example: Ocean Surface Winds
North-south (v) wind-component “data” at the areal scale (a)
from a weather center “analysis” product, and at effectively the
“point” level (b) from a satellite scatterometer. Data for: 12 UTC,
2 Feb 2005. What areas are most sensitive to aggregation error?



Motivating Example: Station Temperature
Temperature anomalies for November 2010 - March 2011 at
stations. What is a reasonable scale on which to “grid” these data?

(b) Temperature Anomaly Measurements on D
s
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Issues with Regionalization
A few definitions: (e.g., Waller and Gotway, 2004)

I Ecological Fallacy: conclusions at the point-level spatial
support differ from conclusions at an aggregate-level spatial
support

I Ecological Inference: inference on individual behavior drawn
from aggregate data

I Modifiable Areal Unit Problem (MAUP): the geographic
manifestation of the ecological fallacy; i.e., when conclusions
on an aggregate scale spatial support differ from conclusions
on another distinct spatial support



Change-of-Support Problem:

Spatial Statistics Perspective:
when observations are at one scale
of spatio-temporal resolution, and
we are interested in inference or
prediction at another scale (e.g.,
downscaling/upscaling)

Reviews: e.g., Cressie (1993); Gotway

and Young (2002); Cressie and Wikle

(2011); Banerjee et al. (2014)

Our interest: Quantifying

aggregation error and using that to

find “optimal” regionalizations that

minimize the effects of the ecological

fallacy and MAUP.



Regionalization

The current state-of-the-art algorithm
(Spielman and Logan, 2013,2014):

I Deterministic greedy search procedure to group spatial
regions according to a coefficient of variation (CV)
threshold

I Produces reasonable regionalizations, but very
computationally expensive, doesn’t account for the
uncertainty in the CV, and doesn’t directly seek to
minimize the MAUP.

We seek a more statistical approach that works on the latent
spatial process (accounting for observation/sampling
uncertainty) across multiple scales, and one that factors in the
ecological fallacy and MAUP directly.

We begin by defining a multiscale process and its
Karhunen-Loève representation.



Multiscale Spatial Process

Consider a real-valued spatial process that can be realized at
(possibly) both point-level Ys(·) and aggregate-level YA(·)
spatial supports: {Ys(s) : s ∈ Ds} and {YA(A) : A ∈ DA}

Write the corresponding multiscale spatial process:

Y (u) =

{
Ys(u), if u ∈ Ds

YA(u), if u ∈ DA; u ∈ Ds ∪ DA.

We interpret YA(·) as being integrated from the point-level
process {Ys(·)} as is customary in geostatistics:

YA(A) ≡ 1

|A|

∫
A

Ys(s)ds; A ∈ DA.



Karhunen-Loève Representation

Recall the Karhunen-Loève (K-L) expansion:

Ys(s) =
∞∑
j=1

φj(s)αj ; s ∈ Ds ,

where {αj : j = 1, 2, ...} are uncorrelated with associated
variances {λj : j = 1, 2, ...} (eigenvalues), where the
orthonormal real-valued functions {φj(s) : j = 1, 2, ...}
(eigenfunctions) have domain Ds , and satisfy a Fredholm
integral equation for a given valid covariance function.

Now, define the r -dimensional truncated K-L expansion:

Ys(s; φs) ≡
r∑

j=1

φs,j(s)αj ≡ φs(s)′α; s ∈ Ds .



Karhunen-Loéve Representation (cont.)

Due to the truncation,

Ys(s; φs) 6= Ys(s).

Here, we assume that the truncation, r , is sufficiently large so
that Ys(s;φs) accounts for the majority of spatial variation.

In our model (presented later), we account for this “nugget”
variability (e.g., see Wikle and Cressie, 1999; Sang and Huang,
2012).



Multiscale K-L Expansion
Now, we can apply the change-of-support representation such
that:

YA(A; φs) =
r∑

j=1

1

|A|

∫
A

φs,j(s)ds αj ≡ φ(A; φs)
′α; A ∈ DA,

where φ(A; φs) ≡
(

1
|A|

∫
A
φs,j(s)ds : j = 1, ..., r

)′
.

This allows us to write the multiscale K-L expansion:

Y (u; φs) =

{
φs(u)′α, if u ∈ Ds

φ(u; φs)
′α, if u ∈ DA; s ∈ Ds ∪ DA.

Point: We can write a multiscale spatial process by
integrating the basis functions; the spatial random effects are
equivalent across scale.



Developing a Criterion for Spatial Aggregation Error
(CAGE)

I The consequences of spatial aggregation error extend
beyond between-scale differences of the values of a single
statistic (e.g., correlation coefficient, mean, etc.; e.g., see
Waller and Gotway, 2004).

I Our view here is that spatial aggregation error is absent
when there are no between scale differences for any
generic statistic!

I The multiscale truncated K-L expansion provides insight
on a formalization of this concept, which we state in the
following Proposition.



Developing CAGE (cont.)

Proposition 1

Let f be any real-valued function with domain RnA , and λj be
strictly greater than zero for each j = 1, ..., r . Define a generic
point-level support {xj : j = 1, ..., nA}, such that
xj ∈ Bj ⊂ Aj ∈ DA for j = 1, ..., nA,

Y(A)
s ≡ (Ys(xj) : j = 1, ..., nA)′,

Y(A)
B ≡ (YA(Bj) : j = 1, ..., nA)′, and YA ≡ (YA(A) : A ∈ DA)′.

Then the following statements hold:

1. φs(xj) = φ(Aj ; φs) for j = 1, ..., nA, if and only if

f (Y(A)
s ) = f (YA) almost surely.

2. φ(Bj ; φs) = φ(Aj ; φs) for j = 1, ..., nA, if and only if

f (Y(A)
B ) = f (YA) almost surely.

3. If φs(xj) = φ(Aj ; φs) for every xj ∈ Bj and j , then

f (Y(A)
B ) = f (YA) almost surely.



Developing CAGE (cont.)

Proposition 1 provides
conditions so that there is no
ecological fallacy between Y

(A)
s

and YA, and no MAUP
between Y

(A)
B and YA.

This ensures that conclusions
using the summary statistic
f (·) stay the same regardless of
the scale of Y .



Developing CAGE (cont.)
Implications of Proposition 1 (cont.):

I (1) and (2) show that “no spatial aggregation error” is
equivalent to between-scale homogeneity of eigenfunctions
within a multiscale truncated K-L expansion.

I (1) and (3) provide a relationship between the ecological
fallacy and the MAUP; namely, if there is uniformly no
ecological fallacy for any of the sets in {Bj} (i.e.,
φs(xj) = φ(Aj ; φs) for every xj ∈ Bj and j), then there is
no MAUP.

I (2) suggests that we could develop a criterion relative to
either the ecological fallacy (e.g., point-to-area) or the
MAUP (e.g., area-to-area); we explore the former below.

Thus, this Proposition guarantees that spatial aggregation
error does not occur when the point-level eigenfunctions, or
DB-scale eigenfunctions are constant over each region in DA.



CAGE

Proposition 1 leads naturally to a criterion that measures
departures from the absence of spatial aggregation error.

Specifically, we define CAGE as follows:

CAGE(A) = E

{∫
A

(φs(s)− φ(A; φs))′ Λ (φs(s)− φ(A; φs))

|A|
ds|Z

}
,

where A is a generic areal unit (i.e., A ⊂ Ds),
Λ ≡ diag(λi : i = 1, ..., r), and the expectation is taken with
respect to the posterior distribution given observations Z
(where these observations can be at the point and/or areal
support).

[A corollary to this shows that we can write a CAGE going from DB to

DA as well. That is, we can develop an area-to-area CAGE.]



CAGE (cont.)

CAGE(A) = E

{∫
A

(φs(s)− φ(A; φs))′ Λ (φs(s)− φ(A; φs))

|A|
ds|Z

}
,

The logic is straightforward:

If CAGE(A) is equal to zero there is no loss of information
when aggregating Ds to DA, and if CAGE(A) is close to (far
from) zero then we lose a small (large) amount of point-level
information when aggregating to A.

Hence, maps of {CAGE(Ai) : i = 1, ..., nA} can be used to
assess whether statistical inference on YA is reasonable, and
can be used to select “optimal” regionalizations.

Note that CAGE can be expressed in alternative formulations to show its

connection to MSPE (see Bradley et al. 2015).



CAGE: Two-Stage Regionalization Algorithm

Although the CAGE(A) measure allows us to evaluate whether or not the

generic spatial unit (A) has poor spatial aggregation properties, it doesn’t

specify how to choose “optimal” spatial supports relative to this measure.

Clearly, a greedy search over all possible supports is not feasible (e.g.,

Spielman and Logan, 2013). Thus, we consider the following algorithm:

Two-Stage Regionalization Algorithm

I let DB be the finest level aggregate support on which we
wish to predict

I Stage 1: apply a naive clustering algorithm (e.g.,
k-means) to each of M samples of YB from [YB |Z]
(consider a range of number of potential areal units)

I Stage 2: calculate CAGE for each of the cluster subsets
from Stage 1 and find the subset that minimizes the sum
of CAGE across all spatial units in the subset



Parameterizing Multiscale Eigenfunctions

I The CAGE minimization procedure described previously
depends strongly on the eigenfunctions from the K-L
expansion.

I In general, we don’t know these eigenfunctions and must
estimate them.

I In their seminal paper, Obled and Creutin (1986) provide
the basis of a framework that can be expanded to
estimate such eigenfunctions given any point-referenced
spatial random effects basis functions, which we refer to
as generating basis functions (GBF).



Parameterizing Multiscale Eigenfunctions:
Obled and Creutin (1986)

From the abstract:

“ ... optimization of error leads to a Fredholm integral equation ...
its kernel is the autocorrelation function ...”

“The numerical solution of this integral equation is approximated
in a new and more general framework that requires, in practice, the
a priori choice of a set of generating functions... piecewise
constant, facet like linear, and thin plate type spline functions.”



Obled-Creutin (O-C) Eigenfunctions
We define an Obled-Creutin (O-C) eigenfunction as any
real-valued function on Ds that takes the following form:

φOC
k (s; F) ≡

r∑
i=1

ψi(s)Fik ; s ∈ Ds , k = 1, ..., r ,

where F is an r × r matrix with (i , k)-th element given by the
real value weight Fik , where the r -dimensional vector
ψ(·) ≡ (ψ1(·), ..., ψr (·))′, with ψi(·) : Ds → R for i = 1, ..., r ,
corresponds to the aforementioned GBF basis vectors.

We call the following an O-C vector:

φOC
s (·; F) ≡ (φOC

1 (·; F), ..., φOC
r (·; F))′.

It is not necessarily true that Y (·; φOC
s ) is a multiscale

truncated K-L expansion. The conditions to ensure this are
given in the following Proposition.



O-C Eigenfunctions

Proposition 3

Let Y (·; φOC
s (·; F)) be the multiscale spatial process defined

above, where λj ≥ 0 and > 0 for at least one j = 1, ..., r .
Additionally, let F be an invertible r × r real−valued matrix. If
F′WF = I then Y (·; φOC

s (·; F)) is a multiscale truncated K-L
expansion, where I is an r × r identity matrix and define the
(i , j)-th element of the r × r matrix W as Wij ≡

∫
Ds
ψi (s)ψj(s)ds,

where ψ1, ...., ψr are r real-valued functions with domain Ds .

Thus, given the GBF, ψ, one can calculate W(ψ) (perhaps by
solving the integral numerically), and select an F to ensure that
the O-C eigenfunctions satisfy the multiresolution property. An
obvious choice, when W(ψ) = PWΛWP′W:

F(G) ≡ PWΛ
−1/2
W G,

where G is an r × r real-valued orthogonal matrix to be
determined.



Specification of F (i.e, G)
Thus, we can write Ys(·):

Ys(· ;φOC
s (· ; F(G))) = φOC

s (·; F(G))′α

= ψ(·)′F(G) α

= ψ(·)′PWΛ
−1/2
W G α,

where α ∼ Gau(0,Λ).

In our Bayesian implementation (below), we choose for the CAGE
framework to use the following equivalent reparameterized
expression of Y (·; φOC

s (·; F(G))) derived from the representation
of Ys :

Y (u; φOC
s (·; F(G))) = ψ∗(u)′η, u ∈ Ds ∪ DA, where

ψ∗(u)′ ≡ ψ(u)′PWΛ
−1/2
W for u ∈ Ds ,

ψ∗(A)′ ≡ 1
|A|
∫
Aψ(u)′du PWΛ

−1/2
W for A ∈ DA, and

η(≡ Gα) ∼ Gau(0,Q ≡ GΛG′).



O-C Eigenfunction Samples

Given their dependence on the G matrix (which is sampled),
one can obtain samples of the eigenfunctions φOC

s (·; F(G)) to
use within the expression of CAGE.

That is, denote the m-th replicate of Q (e.g., from using an

MCMC sampler) with Q[m], and let the corresponding spectral

decomposition be written as G[m]Λ[m]G[m]′.

Then, the corresponding m-th replicate of φOC
s (·; F(G[m])) is

given by

φOC
s (·; F(G[m])) = ψ∗(·)′G[m], m = 1, ...,M .



Simple Hierarchical Model
Data:

Z (u)|µ,η,Q, ξ ind∼ N (µ +ψ∗(u)′η + δ(u; ξ), v(u))

where in the applications here, v(u) is assumed known, and

Y (u) ≡ µ +ψ∗(u)′η + δ(u; ξ), u ∈ Ds ∪ DA

Process:
η|Q ∼ Gau (0,Q)

ξ|σ2
ξ ∼ Gau

(
0, σ2

ξ InB
)

Parameters:

µ ∼ N
(
0, σ2

µ

)
σ2
ξ ∼ IG (αξ, βξ)

Q ∼ e.g., inv-Wishart, Givens angle,

Cholesky decompositions, etc.



Fine Scale Variability Process, δ(u; ξ)

Note, ξ ≡ (ξj : j = 1, ..., nB)′ consists of i.i.d normal random
variables with mean zero and variance σ2

ξ , constant over each
of the j = 1, ..., nB areal units in DB .

Analogous to Wikle and Berliner (2005), the multiscale version
of δ (found by integrating ξ over Ds) can be written as

δ(u; ξ) = h(u)′ξ; u ∈ Ds ∪ DA,

where

h(u) ≡

{
(I (u ∈ B) : B ∈ DB)′ , if u ∈ Ds(
|u∩B|
|B| : B ∈ DB

)′
, if u ∈ DA,

and I (·) is the indicator function.



Implementation

Implementation Procedure

1. Define the spatial support DB , which represents the finest resolution
at which one is willing to predict. When DO

s = ∅ we suggest setting
DB = DA, and when DO

s 6= ∅ we suggest setting DB to a fine
resolution grid.

2. Obtain MCMC replicates of YB from its posterior distribution.

3. Use a naive clustering algorithm (i.e., k-means) to obtain the
candidate regionalizations for kL to kU regions.

4. Choose as the optimal spatial support from the candidate
regionalizations the one that minimizes CAGE, i.e., Dop

C .

5. Produce maps of the values in the sets {ŶA(C op) : C op ∈ Dop
C },

{var(YA(C op|Z)) : C op ∈ Dop
C }, and {CAGE(C op) : C op ∈ Dop

C }.



Empirical Simulation Comparison
I Compare to state-of-the-art regionalization: Spielman and

Logan’s (2013, 2014) “ACS Regionalization (AR)”
algorithm, which is a specific form of a so-called “max-p”
deterministic optimization algorithm

I Perturb (with known error) ACS 5-year (2009-2013)
period estimates of logit percentage of households below
the poverty threshold for 351 census tracts in Austn, TX

I Use 42-dimensional generating basis functions (bi-square)
with equally-spaced knots

I Repeat 100 times and compare to the (AR) method using
the following metrics:

RMSPE(ZA) ≡

∑nAR
A

j=1
1

|AAR
j
|

(YA(AAR
j ) − ŶA(AAR

j ))2

∑n
op
C

j=1
1
|Cop

j
|

(YA(C
op
j ) − ŶA(C

op
j ))2

RSAGE(ZA) ≡

∑351
j=1

∑nAR
A

k=1
I (Aj ⊂ AAR

k )

(
(YA(Aj )−YA(AAR

k ))2

|AAR
k
|

)
∑351

j=1

∑n
op
C

k=1
I (Aj ⊂ C

op
k

)

(
(YA(Aj )−YA(C

op
k

))2

|Cop
k
|

) ,



Results: Empirical Simulation Comparison

(a) 351 census tracts surrounding Austin, TX; (b) and (c) histograms of

RMSPE and RSAGE, respectively, taken over 100 replications of Z given ACS

values a “truth.” Values greater than 1.0 indicate the CAGE regionalization is

preferred over the AR regionalization.



Example: County-Level ACS Median Household Income

(a) ACS 2013 5−year Period County Estimates
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(b) ACS 2013 5−year Period State Estimates
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Note: color scale different for each panel



Example: County-Level ACS Median Household Income

(a) Optimal Support−Level Predictions
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(b) Optimal Support−Level Root Prediction Error
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(c) CAGE for Optimal Support
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(a) Predictions, (b) Prediction error, and (c) CAGE for the optimal
regions (consisting of 49 areal units).

Note that the color scales are different for each panel.



Example: Mediterranean Surface Wind Component (v)

CAGE-based posterior summaries on optimal support (67 areal units); (a)

Predictions, (b) Prediction error, (c) CAGE



Example: Mediterranean Surface Winds (Sensitivity)

CAGE	   Predic,ons	   Predic,on	  Error	  

Bisquare	  
(op,mal)	  

Wendland	  
(op,mal)	  

Bisquare	  
(DB)	  



Example: European Temperature Station Data

CAGE	   Predic,ons	   Predic,on	  Error	  

Bisquare	  
(op,mal)	  

Voronoi	  
Polygon	  



Summary

I The ecological fallacy and MAUP are well known problems
in the analysis of spatial data, but very little work has
been done to characterize or optimally mitigate these
forms of spatial aggregation error from a statistical
perspective.

I We develop a criterion for spatial aggregation error
(CAGE) for this purpose.

I This methodology is based on multiscale eigenfunctions,
which we develop by extending Obled and Creutin (1986)
for any class of generating spatial basis functions.

I We estimate the multiscale O-C eigenfunctions in a
Bayesian hierarchical model.

I The estimated O-C eigenfunctions are then used in an
efficient two-stage regionalization algorithm.

I We demonstrate this on ACS data and environmental data



Side Benefits

I We effectively have an easy way to estimate EOFs for any
spatial scale in terms of any set of geostatistical basis
functions.

I We effectively have a new class of spatial basis functions
for areal data, where traditionally the number of choices
has been somewhat small (e.g., Moran’s I bases).

I The CAGE criterion can be formulated directly with
regards to the MAUP problem (i.e., relative to a
lower-level spatial aggregation rather than the point
level); this is a consequence of Proposition 1.



Some Issues
I Spatial contiguity constraint:

The results shown above for our two-stage regionalization

algorithm do not enforce spatial contiguity in the chosen

regionalization. Such statistical clustering methods do exist

(e.g., Murtagh 1992; Costanzo 2001; Marsland 2009) and can

be substituted into our procedure quite easily, but at a cost of

increased time of computation. For some applications, this

would be essential.

Top: CAGE unconstrained (k-means; 0.94); Bottom: CAGE Contiguity

Constrained (“structural hierarchical clustering”; 1.02); Left to right:

CAGE, Predictions, Prediction Error
(c) CAGE for Optimal Support
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(a) Optimal Support−Level Predictions
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(b) Optimal Support−Level Root Prediction Error
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(c) CAGE for Optimal Support
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(a) Optimal Support−Level Predictions
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(b) Optimal Support−Level Root Prediction Error
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Some Issues (cont.)

I Sensitivity to number of basis functions:

Consider the sum of CAGE on the optimal support as a
function of the number of basis functions (rank), r :

Rank (r) ACS County Med Winds Temp Anomaly

25 1.06E+05 1.20 0.10
50 1.53E+11 0.18 0.09

100 1.67E+06 0.82 0.22
174 4.21E+03 0.94 0.40

I Sensitivity to knot location:

We are currently investigating this sensitivity, which
undoubtably will be data/process dependent.



Some Issues (cont.)

I Sensitivity to prior specification:

The most important prior specification is for the O-C
basis function orthogonal matrix, G. We have considered
Wishart−1 priors in the examples presented here and are
currently testing Givens angle and Cholesky priors.

In some cases, additional parameterization is probably
necessary (e.g., see Bradley et al. 2014 for an efficient
parameterization of the Givens angle prior).

I Inclusion of Covariates:

It may be important to include covariates (and, or
multivariate processes) into the CAGE regionalization
algorithm.



THANK YOU!

Primary References:

Bradley, J.R., Wikle, C.K., and Holan, S.H. (2015). Regionalization of multiscale
spatial processes using a criterion for spatial aggregation error. arXiv, soon.

Bradley, J.R., Wikle, C. K., and Holan, S. H. (2014). Bayesian Spatial Change of
Support for Count-Valued Survey Data. arXiv preprint arXiv: 1405.7227.

Spielman, S. and Logan, J. (2013). Using high-resolution population data to identify
neighborhoods and establish their boundaries. Annals of the Association of
American Geographers, 103, 67–84.

– (2014). Reducing Uncertainty in the American Community Survey through
Data-Driven Regionalization. PLOSOne, in press.

Sang, H. and Huang, J. (2012). A full-scale approximation of covariance functions for
large spatial data sets. Journal of the Royal Statistical Society: Series B, 74,
111–132.

Obled, C. and Creutin, J. (1986). Some developments in the use of empirical
orthogonal functions for mapping meteorological fields. Journal of Applied
Meteorology, 25, 1189–1204.

Marsland, S. (2009). Machine Learning: An Algorithmic Perspective. CRC Press.


